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Abstract
Pseudonymization is an effective way to publish a location dataset with trajectory information in
a privacy-preserving way. We previously proposed a technique of randomly exchanging multiple
users’ pseudonyms at a mix zone where the users meet at the same time to prevent an adversary from
reidentifying multiple trajectory segments of a target user. However, such a segmentation technique
essentially divides a user’s whole trajectory path into multiple segments and thus degrades the utility
of the dataset. In this paper, we, therefore, evaluate tradeoffs between data utility and privacy by
conducting various experiments with a real location dataset. Our experimental results show that it is
possible to achieve sufficient data utility while satisfying realistic privacy requirements.
Keywords: location privacy, dynamic pseudonym, constraint satisfaction problem

1

Introduction

The majority of people has been recently using GPS-enabled devices that keep track of our precise
location movements. When we use a location-based service based on a user’s current location, our
location traces are collected to a location dataset maintained by a service provider. Although such a
dataset is useful for various analytic purposes (e.g., real-time traffic monitoring [2]), the sharing of mobile
users’ location traces for secondary usage has been largely restricted to k-anonymized datasets [3] due
to the significant concern about location privacy [4]. Since the k-anonymization method, which ensures
that every location contains more than k people, degrades the granularity of location data, the resulting
dataset contains little information on trajectory patterns of mobile users.
We previously consider an alternative approach of applying dynamic pseudonyms [5, 6] to retain users’ trajectory information in a location dataset. The basic idea is to exchange multiple users’
pseudonyms randomly at a mix zone where they meet at the same time to eliminate the linkability of the
users’ pseudonyms before and after passing that mix zone. Intuitively, we consider that a user’s location
privacy is preserved if there are sufficient number of plausible alternate paths for that user in the dataset.
However, our approach essentially divides each user’s whole trajectory into multiple segments separated by mix zones and thus degrades the utility of the pseudonymized dataset. Although we can reduce utility loss by solving an optimization problem of minimizing the number of necessary mix zones
with respect to given privacy requirements, it is not clear whether our proposed scheme can produce a
pseudonymized dataset of practical values from real location datasets.
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Figure 1: Pseudonymized location data publishing. The data publisher replaces a user’s identity ui with
a pseudonym pi before releasing location data to dataset users. Note that the publisher in a dynamic
pseudonym scheme replaces the user’s identity ui with different pseudonyms over time.
In this paper, we thus conduct experiments with the real location dataset [7] containing mobility
traces of taxi cabs in San Francisco, USA and quantitatively evaluate tradeoffs between users’ privacy
and data utility. Our initial results show that it is possible to achieve high data utility in pseudonymized
datasets while satisfying realistic privacy requirements. We here summarize our additional contributions
extending our conference paper [1] below.
• We modify the privacy metrics for location privacy to consider uncertainty about a user’s physical
location rather than that about a user’s pseudonym.
• We introduce the notion of data utility for a pseudonymized dataset and formulate the data utility
maximization problem.
• We give a proof concerning the correctness of the reduction from the location privacy metrics to
the corresponding constraint satisfaction problem (CSP).
• We expand the related work section covering more work on pseudonymization for location privacy.
The rest of the paper is organized as follows. Section 2 introduces our system model for
pseudonymized location publishing service and defines the metrics for user privacy and data utility.
Next, Section 3 describes our safety verification mechanism based on a CSP solver. Section 4 presents
our experimental results and Section 5 discusses related work. We finally conclude in Section 6.

2

System model

In this section, we first introduce our system model for a pseudonymized location data publishing service
and then define the metrics for user privacy and data utility.

2.1

Overview

We define our system model for a pseudonymized location data publishing service and introduce a technique of random pseudonym exchanges at a mix zone. Figure 1 shows a pseudonym location data
publishing model. We assume that each user ui carrying a GPS-enabled mobile device periodically reports a tuple (ui , lk ,tk ), which indicates that user ui is at location lk at time tk . The data publisher receives
identifiable location data from multiple users, replaces their identities with pseudonyms, and provides a
dataset user with a pseudonymized location dataset. This dataset is an output from the data publisher in
Figure 1.
In a naive way, the data publisher replaces each user’s identity with a pseudonym by removing users’
identities (i.e. names, ages and jobs etc.) and then publishes the pseudonymized trajectory paths. We
call this scheme as a static pseudonym scheme. However, to replace a user’s identity on a given moving
path with a static pseudonym does not necessarily protect the user’s location privacy. The danger is that
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Figure 2: An example of exchanging pseudonyms. Two users exchange their pseudonyms p1 and p2
at the mix zone. This pseudonym exchange scheme essentially breaks the linkability of each user’s
trajectory at the mix zone.
if an adversary knowing that a target user u is at location l at time t finds a data point (p, l,t) where
p is a pseudonym from the received dataset, the adversary can associate p with the user’s identity u.
Furthermore, he also learns that all the data points with the same pseudonym p in the dataset belong to
the same user u; that is, the adversary can identify user u’s whole trajectory path.
To limit undesirable information disclosure from the above inference attack, we proposed an approach of changing each user’s pseudonym along the whole trajectory dynamically. Since it is possible
to associate successive movements of the same user by considering spatial correlation among them, we
take an approach of exchanging pseudonyms only when multiple users meet at the same location, which
we call a mix zone. We call this scheme as a dynamic pseudonym scheme. Figure 2.1 shows an example
of two users’ exchanging their pseudonyms. Two users who own pseudonyms p1 and p2 , respectively,
exchange their pseudonyms at the mix zone randomly to break the linkability of their trajectories before
and after their passing the mix zone; that is, our pseudonym exchange scheme divides a whole path of the
same user into multiple segments with different pseudonyms such that the linkability of any neighboring
segments is eliminated.

2.2

Formalizing pseudonym exchanges

We now formalize pseudonym exchanges at the mix zones. We first introduce the following four sets U,
P, L, and T to define our system model.
U: a finite set of n mobile users such that |U| = n.
P: a finite set of n pseudonyms such that |P| = n.
L: a finite set of symbolic locations.
T : a finite set of time slots {0, 1, . . . ,t ∗ } where t ∗ is the last time slot.
We next define the following four functions.
Definition 1 (User location function LU ). The location function LU : U × T → L returns the location l of
user u at time t.
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The function LU represents a location dataset with users’ real identifiers.
Definition 2 (Pseudonym location function LP ). The location function LP : P×T → L returns the location
l of pseudonym p at time t.
The function LP represents a pseudonymized location dataset produced by our system.
Definition 3 (Pseudonym assignment function A). The pseudonym assignment function A : U × T → P
maps a user u at time t to a pseudonym p. We say that a user u holds a pseudonym p at time t if
A(u,t) = p. For every time t ∈ T , the function A(u,t) is a one-to-one function from U to P.
Note that A(u,t) = p implies that LU (u,t) = LP (p,t) = l for some l ∈ L; if the original dataset contains
a tuple (u,t, l), the pseudonymized dataset contains the corresponding tuple (p,t, l). Also, for any given
time t, every user has a different pseudonym from those owned by the others.
The pseudonym assignment function A could assign different pseudonyms to the same user at different times, observing several conditions concerning valid pseudonym exchanges. For example, if a user u
receives from another user u0 a pseudonym p at time t, users u and u0 must have met at the same location
l (i.e., a mix zone) at previous time t − 1. On the other hand, if a user u did not meet other users at time
t − 1, she keeps the same pseudonym at the next time t. We formalize such conditions as the multi-path
consistency requirement in the next section.

2.3

Multi-path consistency

If we consider the possible paths of a single user, whenever the user meets another user, we can add a
new branch as a possible segment of the path. However, such a possible path must be consistent with an
adversary’s external knowledge. In this paper, we assume that an adversary knows users’ home location
and that every user starts its path with his home location and eventually returns home. Such external
knowledge of an adversary is represented by the home location function H below.
Definition 4 (Home location function H). The home location function H : U → L maps a user ui to his
home location li . Since we assume that each user has a different home location, function H is one-to-one.
We need to eliminate some possible branches if taking that direction makes it impossible for the user
to return home. Furthermore, even if one user ui is able to return home along a possible path, another user
u j who exchanged her pseudonym with ui might lose a possible route to her home location. We thus need
to consider possible pseudonym sequences for multiple users simultaneously. We call this requirement
the multi-path consistency requirement.
We should therefore consider possible pseudonym sequences for multiple users simultaneously to
ensure that the resulting pseudonym assignment function A in Section 2.2 satisfies the following multipath consistency requirement.
Definition 5 (Multi-path consistent assignment function AC ). We say that, for a given user location
function LU and a pseudonym location function LP , a pseudonym assignment function AC is multi-path
consistent if
1. ∀u, u0 ∈ U, u 6= u0 , ∀t ∈ T > 0 : AC (u,t − 1) = p ∧ AC (u0 ,t) = p ⇒ LU (u,t − 1) = LU (u0 ,t − 1),
2. ∀u ∈ U, ∀t ∈ T > 0 : ∀u0 ∈ U, u 6= u0 ∧ LU (u,t − 1) 6= LU (u0 ,t − 1) ⇒ AC (u,t − 1) = AC (u,t),
3. ∀u, u0 ∈ U, u 6= u0 , ∀t ∈ T : AC (u,t) 6= AC (u0 ,t), and
4. ∀u ∈ U : LP (p,t) = H(u) ⇒ AC (u,t) = p for t ∈ {0,t ∗ }.
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Figure 3: Concept of (k,t)-pseudonym location privacy. Y-axis represents indexes to pseudonyms taken
by the user. Each node in the graph represents a mix zone where the user meets some other users.
The first condition is the constraint regarding pseudonym exchanges at a mix zone; that is, two users
exchange their pseudonyms only when they meet at the same time. The second condition states that a
user continues to use the same pseudonym if he does not pass through any mix zone. The third condition
requires the function AC to assign a different pseudonym to each user at any time t. The fourth condition
states that each user u’s pseudonym assignments at times 0 and t ∗ must be consistent with an adversary’s
knowledge on users’ home locations.

2.4

Privacy metrics

We must take a tradeoff between users’ location privacy and data utility when publishing a pseudonymized
location dataset. We first define the metrics for location privacy. We evaluate each user’s location privacy
in a pseudonymized location dataset based on the number of possible pseudonym sequences produced by
different pseudonym assignment functions satisfying the multi-path consistency requirements in Definition 5. The number of different pseudonyms at time t roughly indicates the uncertainty about that user’s
possible destinations.
Figure 3 shows such multiple pseudonym sequences of user u. If an adversary knows u’s location
at times t0 and t ∗ , there is no uncertainty about a pseudonym taken by u at both times. However, user
u is likely to have some uncertainty about his pseudonym in the middle of his trajectory after passing
multiple mix zones. We now formally define the notion of (k,t)-pseudonym location privacy as follows.
Definition 6 ((k,t)-pseudonym location privacy). Given a user u, we say that a location function LU
satisfies (k,t)-pseudonym location privacy if there exist k multi-path consistent assignment functions
AC1 , AC2 . . . , ACk such that LP (p,t) outputs a distinctive location where p = ACi (u, 0) for every i ∈ {1, . . . , k}.
Alternatively, we say that a set of pseudonym assignment functions {AC1 , . . . , ACk } in Definition 6
satisfies a user u’s (k,t)-pseudonym location privacy. Since each user specifies different privacy requirements on a pseudonymized data set, we call a user u’s requirement for (k,t)-pseudonym location privacy
a privacy requirement.
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Figure 4: An example of utility loss due to pseudonym exchanges. If users exchange their pseudonyms
at the entrance of a shopping mall, it is difficult to obtain statistics on the number of visitors.
Definition 7 (Privacy requirement). Let N be the set of positive integers. A privacy requirement is
a tuple (u,t, k) where u ∈ U, t ∈ T , and k ∈ N such that a location function LU satisfies a user u’s
(k,t)-pseudonym location privacy.
Every user mentioned in a location dataset can specify multiple privacy requirements on a
pseudonymized dataset to be published, and the pseudonymized dataset must satisfy all those requirements to be safe.
Definition 8 (Safety of a pseudonymized location dataset). Given a finite set of privacy requirements R
on a pseudonymized location dataset with a location function LU , we say that the dataset is safe if LU
satisfies every privacy requirement in R.
Note that we assume that each user specifies a privacy requirement on location l only if the user stays
there for a certain duration because what the user really wants to hide is his activity at location l; it is not
possible for the user to perform a significant activity without staying at l for a while.

2.5

Data utility

As users exchange pseudonyms at mix zones more often, we can provide more privacy to the users.
On the other hand, data utility degrades accordingly since the resulting pseudonymized dataset contains
shorter trajectory segments.
For example, consider an example of the shopping mall in Figure 4. When users exchange
pseudonyms at a mix zone near the entrance of the shopping mall, two users, one entering the mall
and the other leaving there, could exchange their pseudonyms there. Since this situation is indistinguishable to that where both users from the opposite directions end up turning around at the entrance, we
cannot obtain the number of visitors to the shopping mall from the pseudonymized dataset, and we thus
consider this dataset not satisfactory for that purpose.
Although the data utility of a pseudonymized dataset depends on a purpose of data analysis, we believe that the utility is approximately proportional to the average length of trajectory segments contained
in the dataset and thus choose the following metrics for data utility.
68

Evaluating data utility of pseudonymized location datasets

Tanjo, Minami, Mano and Maruyama

Definition 9 (Data utility). Given a pseudonymized dataset, we define its utility by the average length of
trajectory segments divided by mix zones.
In general, if we use less number of mix zones for exchanging pseudonyms, we obtain longer trajectory segments in the pseudonymized location dataset. Thus, we formulate the problem of achieving
highest data utility in a pseudonymized dataset with respect to users’ privacy requirements as the following optimization problem.
Definition 10 (Data utility maximization problem). Given a location dataset and a set of privacy requirements, the data utility maximization problem is that of determining the minimum number of mix
zones satisfying all the privacy requirements.

3

Safety verification mechanism

In this section, we formulate the safety problem in Definition 8 as a constraint satisfaction problem (CSP)
and describe our greedy algorithm for the data utility maximization problem in Definition 10 .

3.1

Constraint satisfaction problems (CSPs)

We reduce the multi-path consistency conditions in Definition 5 into the corresponding constraint satisfaction problem (CSP) [8] so that we can solve the safety problem of a pseudonymized dataset using
an existing CSP solver. We give a brief overview of a CSP, which is a problem of finding a solution
satisfying all the given constraints on a set of variables. We define a constraint network and a CSP as
follows.
Definition 11 (Constraint network). Constraint network (or Network) N is a tuple (X, D,C) where
• X is a finite set of integer variables,
• D is a mapping from X to a set of all possible finite subsets of integers which represent their
possible values (domain), and
• C is a finite set of constraints over X which represents the conjunction of constraints (∧). Each
constraint consists of:
– Arithmetic operators (such as +, −)

– Arithmetic comparisons (such as =, 6=, ≤)
– Logical operators (such as ∧, ∨, ⇒)
– Global constraints

A global constraint is a constraint over non-fixed number of variables. For example, the same constraint requires that an integer sequence X =< x1 , x2 , . . . , xn > is a permutation of another integer sequence Y =< y1 , y2 , . . . , yn >.
An assignment is a mapping from X to a set of integers and a partial assignment is a mapping from
a subset of X to a set of integers.
Definition 12 (Constraint Satisfaction Problem). Let N = (X, D,C) be a constraint network. A CSP is a
problem of finding an assignment α such that
• α satisfies all the constraints c ∈ C and
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• α(x) ∈ D(x) holds for all integer variables x ∈ X.
If there exists such assignment α, it is called a solution of the CSP.
Example 1. Consider a CSP ({x, y, z}, D, {x 6= y, y 6= z, z 6= x}) where D(x) = D(y) = D(z) = {1, 2, 3}.
This CSP has a solution α where α(x) = 1, α(y) = 2, and α(z) = 3.

3.2

Representing a multi-path consistency as a constraint network

We describe how to convert multi-path consistency requirements in Section 2 into the corresponding
constraint network. We first formally define the notion of mix zones.
Definition 13 (Mix Zone). Let U be a finite set of users. A mix zone m over U is a subset of U whose
size is greater than one. We denote by MU the set of all mix zones over U.
We next define the mix zone function that takes time t as an input and outputs a finite set of mix
zones at time t as follows.
Definition 14 (Mix zone function mz). Let T be a finite set of time slot. The mix zone function mz : T →
2MU is a mapping from time t ∈ T to a subset of MU .
We next represent a multi-path consistent pseudonym assignment function AC in Definition 5 based
on a constraint network. The basic idea is to represent an assignment function A by a finite set of
assignments for all user-time pairs in U × T . For each pseudonym assignment A(u,t) where user u ∈ U
and time t ∈ T , we introduce a variable Atu into the constraint network. The domain of Atu is the set of
pseudonyms P. We now represent the first and second conditions in Definition 5 as the constraints below.
t−1
t−1
t
t
t
1. same(< At−1
u1 , Au2 , . . . , Aui >, < Au1 , Au2 , . . . , Aui >) holds if there is a mix zone m ≡ {u1 , u2 , . . . , ui }
at time t; i.e., m ∈ mz(t).

2. Atu = At−1
/ m.
u holds if the user u does not belong to any mix zone at time t; that is, ∀m ∈ mz(t) : u ∈
∗

3. A0ui = pi and Atui = pi for every user ui ∈ U.
The first and second constraints correspond to those in Definition 5 respectively. The first constraint
ensures that a mix zone permutes pseudonyms of the users visiting that mix zone and assigns a new
pseudonym to each user at time t. The second constraint requires a user u to continue to hold the same
pseudonym at time t if u is not involved in any mix zone at time t. The third constraint corresponds to
the fourth condition in Definition 5, which considers an adversary’s external knowledge that every user u
starts and ends his path with his home location H(u). This constraint requires ui to hold the pseudonym
pi at times 0 and t ∗ . See Appendix A for the correctness proof of this reduction.
The third condition in Definition 5 is implicitly satisfied by the above constraints. We can verify that
by induction over time t. The third constraint ensures that, at time 0, every variable A0ui holds a distinctive
pseudonym; that is, for every pair (A0ui , Au j ) where i 6= j, A0ui 6= A0u j holds. Suppose that the hypothesis
holds at time t − 1. That hypothesis holds at time t as well because the first and second constraints ensure
t−1
t−1
that variables < Atu1 , Atu2 , . . . , Atu|U| > is a permutation of < At−1
u1 , Au2 , . . . , Au|U| >.
Note that finding a solution of constructed CSP corresponds to finding a possible multi-path consistent assignment function AC . We are now ready to formulate a CSP-version of the safety problem as
follows.
Definition 15 (CSP-based safety). Given a constraint network instantiated with a given mix zone function
mz and a finite set of privacy requirements, we say that a pseudonymized dataset is safe if for every
privacy requirement (u,t, k), there exist k different variables Atui (ui ∈ U) such that Atui = A0u in some
solutions of the constraint network (i.e., |{ui | Atui = A0u in some solutions}| ≥ k).
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CSP-based safety requires a user u to possibly reach more than k locations visited by different users at
time t. To verify a CSP-based safety problem, we need to count the number of variables Atui (ui ∈ U) such
that some solutions include the assignment Atui = A0u . Unfortunately, most CSP solvers do not support
such functionality. Therefore, we first generate a constraint network (X, D,C) from the given mix zone
function mz, and check whether the network (X, D,C ∪ {Atui = A0u }) has a solution for every user ui ∈ U
iteratively and count the number of solutions. If there are more than k solutions, the constraint network
satisfies a privacy requirement (u,t, k).

3.3

Solving a data utility maximization problem

Theoretically, we can solve the data utility maximization problem in Definition 10 by solving the safety
problem with every possible subset of the original set of mix zones; we maximize the data utility of the
dataset with the smallest subset of mix zones satisfying the given privacy requirements. However, this
brute-force approach is not practical because there are 2M subsets where M is the number of mix zones in
the original set. Therefore, we use an approximation algorithm where we iteratively remove a mix zone
of the smallest size until we cannot find a solution of the modified CSP. We take this approach because
removing a small mix zone should have less effect on violations of privacy requirements than a larger
one because the latter contributes more on constructing users’ alternate paths.
Example: Consider a set of user U = {u1 , u2 , u3 , u4 } and the mix zone function mz where mz(1) =
{{u1 , u2 }}, mz(2) = {{u1 , u2 , u3 }}, mz(3) = {{u1 , u2 , u3 , u4 }}. First, we solve the original safety problem. If we find a solution of this problem, we try to solve the safety problem with a smaller set of mix
zones; We remove {u1 , u2 }, {u1 , u2 , u3 } and {u1 , u2 , u3 , u3 } in this order incrementally until there are no
solutions.
Since this algorithm repeats solving the safety problem only M times at most, it allows us to obtain a
reasonable approximation of the data utility maximization problem efficiently.

4

Experimental results

We develop the verification program for determining the safety of a pseudonymized dataset. It is written
in Groovy with 409 lines using the Choco library [9] as an external CSP solver. Using this program,
we further develop an optimization program based on the greedy algorithm, which we describe in Section 3.3.
We use the dataset [7] containing mobility traces of taxi cabs in San Francisco, USA. It contains
GPS coordinates of approximately 500 taxis collected over 30 days in the San Francisco Bay Area. The
dimension of the region is 67.8 kilometers (N. latitude 37.2 to 37.81) times 78.0 kilometers (W. longitude
121.71 to 122.6). We divide a rectangular region covering San Francisco into 300 times 300 grids and
convert GPS coordinates into sequential identifiers of unit regions. The size of each unit region is 226
meters times 260 meters, which is comparable size to a typical building in a city.
We convert timestamps in the original GPS data set into discrete timesteps whose duration is 30
seconds. We choose the location where a user stays for the longest time within a timestep as its representative location. We also introduce a coarser granularity of a time unit, which we call a time slot, to
define mix zones for our experiments. We convert 24 hours in each day into 24 time slots, each of which
consists of 120 timesteps of 30 seconds; each user has a sequence of 120 representative locations in each
time span.
We now define mix zones based on the notion of time spans. If multiple users visit the same location
at some timestep within a time slot, we assign them to the same mix zone. For example, if two users ui
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and u j meet at time step s within a time slot t, we define a mix zone {ui , u j } at time slot t discarding
information on time step s. However, we need to consider the situation where the same user belongs to
multiple different mix zones at time slot t.
We say that two mix zones are connected if they contain the same user and similarly say that
more than two mix zones are connected if they are connected either directly or indirectly. If we treat
such connected mix zones as a single large mix zone where all the members can freely exchange their
pseudonyms, we end up giving more uncertainty concerning the users’ movements than we are supposed
to do with the set of mix zones. Therefore, if there exist multiple mix zones connected with each other
at the same time slot, we only use the largest mix zone among them for our experiments and discard
the rest of them, to be conservative about the uncertainty of users’ locations. Note that if there is a mix
zone for a time span t, we use the location of that mix zone as the representative location of time span t.
Otherwise, we use the location associated with the largest number of the timesteps within time slot t.
Our experiments use the location dataset on May 20, 2008, which contains the largest data points
among those over the whole period. Further, we choose twenty users who most actively interact with
each other through mix zones to evaluate situations of relatively high-density areas as follows. We first
omit the users from the dataset who do not move at all in 12 time slots. We consider that those users
do not provide enough moving trajectory information for our analysis. Next, we choose top 20 largest
mix zones from the dataset, and then pick top 20 users in terms of the number of appearances in those
20 mix zones. We put constraints concerning an adversary’s external knowledge in each user’s starting
and ending points, which corresponds to the fourth condition in Definition 5. We repeat each experiment
20 times while randomly generating user u’s privacy requirement (u,t, k). As mentioned in Section 2.4,
we assume that each user specifies a privacy requirement on location l only if the user stays there for a
certain duration. We choose privacy requirement (u,t, k) such that u stays in one grid at time t (i.e. u is
in the same grid in all the timesteps at time slot t) and such that t is between 8 to 15 (i.e. in the daytime)
and set the threshold k to be 3.

4.1

Ratio of solvable instances

We first evaluate the ratio of experiments with a solution varying the number of privacy requirements.
We randomly generate n privacy requirements (u,t, k) for the selected users varying n with 2, 4, 6, 10,
14, and 20. Figure 5 shows the ratio of experiments with a solution out of 20 experiments varying the
number of privacy requirements on X-axis.
Even if we increase the number of privacy requirements up to 20, the success ratio of finding a
solution does not decrease significantly. The ratio stays within the range of 60% to 80%. This implies that
we provide reasonable privacy to every user during daytime between 8am to 3pm. We see the decrease
of the success ratio when the number of requirements is set to 6. We suspect that we accidentally pick
privacy requirements that make it difficult to obtain a solution for some reasons, but we need further
investigation in the future.

4.2

Average length of trajectory segments

To evaluate the data utility of the dataset obtained by our approach, we measure the length of trajectory
segments based on time slots, as described in Section 2.5. Figure 6 shows the reduced number of mix
zones after performing the greedy-based optimization program in comparison with the original number
of mix zones. Although our greedy-based optimization program does not find an optimal solution, it
effectively reduces the number of mix zones by about 30%.
Figure 7 shows the average length of trajectory segments compared with users’ whole trajectories.
We use the relative length compared with the length of whole trajectories. We omit each user’s inactive
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Figure 5: The ratio of instances with a solution. We conduct experiments 20 times with different randomly generated privacy requirements. We compare the results varying the number of privacy requirements. We use datasets of 24 time slots and 20 users. We set the threshold k to be 3 for every privacy
requirement.

Figure 6: Number of mix zones before and after performing the approximate optimization program. We
use datasets of 24 time slots and 20 users. We set the threshold k to be 3 for every privacy requirement.
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Figure 7: Average length of trajectory segments. We compute 20 instances for each plot and take the
average of them. We use datasets of 24 time slots and 20 users. We set the threshold k to be 3 for every
privacy requirement.
time spans from 24 total slots of the day and compute the average total length of twenty users, which is
about 17 time spans. If a segment involves three time spans, its relative length is about 0.17. The average
ratio of path length is about 0.1, which corresponds to 2 to 3 time spans (i.e., 2 to 3 hours).
As we increase the number of privacy requirements from 2 to 10, the average path length decreases
from 0.16 to 0.1. However, when the number of requirements is greater than 10, the path length stays
the same and is insensitive to the number of privacy requirements. Thus, this initial results shows a
possibility of publishing pseudonymized path segments of a reasonable length while satisfying a large
number of privacy requirements.

5

Related work

Using pseudonyms is a promising way to make location data unlinkable to a particular user. Beresford
and Stajano [10] were the first to discuss the idea of dynamically changing pseudonyms in a mix zone
where multiple people meet, in order to prevent an adversary from linking two pseudonyms of the same
user. However, they only consider the situation where an adversary has just a local view of users’
movements and observes pseudonyms of entering or leaving the same mix zone. Gruteser et al. [11]
similarly considers a path segmentation technique, which divides longer paths into several segments
with different pseudonyms, and study the issue of probabilistically joining two anonymized segments.
Hoh and Gruteser [12] present a path perturbation algorithm that adds noises to original location
data so that each user can construct alternate possible paths by exchanging his pseudonym with those of
other users when they meet at the same place. However, their scheme does not consider an adversary’s
external knowledge that can associate each user with a particular location, as we assume in this paper.
Hoh et al. [13] introduce the time-to-confusion metric to evaluate privacy in a pseudonymized dataset.
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Their observation is that the degree of privacy risk strongly depends on how long an adversary can follow
a user. Their privacy mechanism stops releasing location information after a user publishes a series of
location data with a high risk of being deanonymized. However, their approach does not maximize
publishable path lengths by considering global typologies of mix zone graphs we propose in this paper.

6

Conclusions

In this paper, we study tradeoffs between user privacy and data utility in a pseudonymized dataset. We
reduce the original safety verification problem on a pseudonymized data set into the corresponding constraint satisfaction problem (CSP) so that we can use an efficient existing CSP solver.
Our experiments with a dataset of 20 users show that it is possible to improve the utility of a
pseudonymized dataset by removing unnecessary mix zones with the greedy-based optimization algorithm. Our initial results show that the utility of a dataset is insensitive to the number of privacy
requirements specified by users, which shows a possibility of publishing a pseudonymized dataset safely
without making specific assumptions concerning users’ privacy policies.
Future work includes developing an efficient safety verification algorithm that scales to a large number of users and time slots. We also plan to study approximation algorithms for minimizing the number
of mix zones to obtain a better solution than the current greedy-based one. Finally, we plan to conduct
extensive experiments with a large dataset involving hundreds or thousands of users to show practical
values of our pseudonymization approach.
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Representation of an adversary’s external knowledge

As we discuss in Section 2.3, we assume that an adversary knows every user’s home location and also
knows the fact that every user begins its path from his home location and ends there. We represent such
adversary’s external knowledge in Definition 5 as follows:
∀u ∈ U : LP (p,t) = H(u) ⇒ A(u,t) = p for t ∈ {0,t ∗ },
where LP is a pseudonym location function, H is a home location function, and A is a pseudonym
assignment function. The external knowledge above implies that if a pseudonym p is located at a user
u’s home location at time 0 or t ∗ , that user u must hold the pseudonym p at that time. However, it does
not necessarily mean that user u holds the same pseudonym p both at time 0 and t ∗ ; It is possible that
LP (p1 , 0) = LP (p2 ,t ∗ ) = H(u) such that p1 6= p2 .
However, we require that each user u holds the same pseudonym in Section 3.2 at both end points to be
consistent with the adversary’s external knowledge as follows:
∗

∀ui ∈ U, ∃p j ∈ P : A0ui = Atui = p j ,
∗

where A0ui and Atui refer to pseudonyms that user ui holds at time 0 and t ∗ respectively. Since this requirement seems too strong, we show that solutions to the CSP with this additional constraint define a set of
pseudonym assignment functions, each of which corresponds to the set of mutually disjoint paths that
are consistent with the adversary’s external knowledge.
We first define a user u’s path as follows:
Definition 16 (Path). A user u’s path is a sequence of location-time pairs h(l0 ,t0 ), (l1 ,t1 ), . . .i where
every li ∈ L and ti ∈ T such that LU (u,ti ) = li for all i.
We next define an alternate user’s path inductively as follows:
Definition 17 (Alternate path). Base case: Suppose that two users u and u0 take paths h(l0 ,t0 ), (l1 ,t1 ),
0 ,t
0 ∗
. . . (lk ,tk ), (lk+1 ,tk+1 ), . . . , (lt ∗ ,t ∗ )i and h(l00 ,t0 ), (l1 ,t1 ), . . . , (lk ,tk ), (lk+1
k+1 ), . . . , (lt ∗ ,t )i respectively. Notice that two alternate paths contain the same location lk at time tk1 . Then, user
u has two alternate paths h(l0 ,t0 ), (l1 ,t1 ), . . . (lk ,tk ), (lk+1 ,tk+1 ), . . . , (lt ∗ ,t ∗ )i and h(l0 ,t0 ), (l1 ,t1 ),
0 ,t
0 ∗
. . . (lk ,tk ), (lk+1
k+1 ), . . . , (lt ∗ ,t )i. We consider a user u’s original path as u’s alternate path.
Inductive step: Suppose that two users u and u0 have alternate paths h(l0 ,t0 ), (l1 ,t1 ), . . . , (lk ,tk ),
0 ,t
0 ∗
(lk+1 ,tk+1 ), . . . , (lt ∗ ,t ∗ )i and h(l00 ,t0 ), (l10 ,t1 ), . . . , (lk ,tk ), (lk+1
k+1 ), . . . , (lt ∗ ,t )i respectively. Notice that two alternate paths contain the same location lk at time tk . Then, user u has two alternate
0 ,t
0 ∗
paths h(l0 ,t0 ), . . . , (lk ,tk ), (lk+1
k+1 ), . . . , (lt ∗ ,t )i.
Intuitively, a new alternate path is derived by crossing over two existing alternate paths at a mix zone.
A set of alternate paths represents the possibility of user u’s movements given a pseudonymized data set.
Definition 18 (Consistent alternate path). We say that a user u’s alternate path h(l0 ,t0 ), (l1 ,t1 ), . . . , (lt ∗ ,t ∗ )i
is consistent with an adversary’s external knowledge LU (u,t) = H(u) for t ∈ {t0 ,t ∗ } if l0 = lt ∗ = H(u).
Theorem 1. For every consistent alternate path h(l0 ,t0 ), (l1 ,t2 ), . . . , (lt ∗ ,t ∗ )i of user ui who holds a
pseudonym p at time t0 , if there exists a multi-path consistent pseudonym assignment function AC in
Definition 5 where LP (pi ,ti ) = li for all ti ∈ T , there exists another multi-path consistent pseudonym
assignment function AC0 and a pseudonym location function LP0 such that LP0 (p,ti ) = li for all ti ∈ T .
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Proof. We show how to construct another pseudonym assignment function AC0 and pseudonym location
function LP0 below. We initially set AC0 and LP0 to be AC and LP respectively. Let tk be the first time when
the initial pseudonym p is not used to produce a pair (lk ,tk ) with the pseudonym location function LP
(i.e., LP (p,tk ) 6= lk ). This implies that a user u j holding pseudonym p at time tk−1 is at location lk−1 , but a
user uk holding pseudonym p at time tk is not at location lk . Suppose that a user ul holding a pseudonym
p0 is at location lk at time tk . Then, we modify AC0 and LP0 such that
• AC0 (ul ,tk ) = p,
• AC0 (u j ,tk ) = p0 ,
• LP0 (p,tk ) = LU (ul ,tk ), and
• LP0 (p0 ,tk ) = LU (u j ,tk )
assuming that users u j and ul exchange their pseudonyms at the mix zone at time tk−1 . We next modify
AC0 and LP0 for each input (u,ti ) where tk < ti with the following rules:
1. AC0 (u,ti ) = p ⇒ AC0 (u,ti ) = p0 ∧ LP0 (p0 ,ti ) = LU (u,ti )
2. AC0 (u,ti ) = p0 ⇒ AC0 (u,ti ) = p ∧ LP0 (p,ti ) = LU (u,ti )

Since the above two rules ensure all conditions in Definition 5, AC0 is another multi-path consistent
pseudonym assignment function given LP0 . We can repeat this process until LP0 (p,ti ) = li holds for all
ti ∈ T to obtain the final AC0 and LP0 .
Theorem 2. If a multi-path consistent pseudonym assignment function AC satisfies AC (ui ,t0 ) =
AC (ui ,t ∗ ) = p for a user ui , then a path h(l0 ,t0 ), (l1 ,t1 ) . . . , (lt ∗ ,t ∗ )i where li = LP (p,ti ) for all ti ∈ T
is an alternate consistent path of user ui .
Proof. Since AC (ui ,t0 ) = AC (ui ,t ∗ ) = p, LP (p,t0 ) = LP (p,tt ∗ ) = H(ui ) holds. We thus only need to show
that the given path is a user ui ’s alternate path. We prove by induction as follows:
Base case: Since a user ui holds a pseudonym p at time t0 , l0 = LU (ui ,t0 ) = LP (p,t0 ) holds. Therefore,
h(l0 ,t0 )i is a prefix of ui ’s real path and thus is a prefix of ui ’s alternate path.
Induction step: Suppose that a subpath h(l0 ,t0 ), (l1 ,t1 ) . . . , (lk ,tk )i is a prefix of ui ’s alternate path. We
first consider the case where the same user u holds pseudonym p at time tk and tk+1 (i.e., AC (u,tk ) =
AC (u,tk+1 ) = p). We then construct an alternate path by appending the suffix of user u’s real
path h((lk+1 ,tk+1 ), . . . (lt ∗ ,t ∗ )i to the subpath h(l0 ,t0 ), (l1 ,t1 ) . . . , (lk ,tk )i. The combined path is an
alternate path by Definition 17 since user u’s real path also contains the point (lk ,tk ). Therefore,
h(l0 ,t0 ), (l1 ,t1 ) . . . , (lk ,tk ), (lk+1 ,tk+1 )i is a prefix of the alternate path.
We next consider the case where different users u and u0 hold the pseudonym p at time tk and tk+1
respectively (i.e., AC (u,tk ) = AC (u0 ,tk+1 ) = p). By the first condition of Definition 5, LU (u,tk ) =
LU (u0 ,tk ) holds. Thus, by Definition 17, we can construct an alternate path by appending the suffix
0 ,t
0 ∗
of user u0 ’s real path h((lk+1
k+1 ), . . . (lt ∗ ,t )i to the subpath h(l0 ,t0 ), (l1 ,t1 ) . . . , (lk ,tk )i, similarly.
0
Therefore, h(l0 ,t0 ), (l1 ,t1 ) . . . , (lk ,tk ), (lk+1 ,tk+1 )i is a prefix of the alternate path.

Corollary 1. By Theorems 1 and 2, the set of all alternate paths of user ui is given below.
{h(l0 ,t0 ), (l1 ,t1 ) . . . , (lt ∗ ,t ∗ )i | li = LP (p,ti ) for all ti ∈ T where AC (ui ,t0 ) = AC(ui ,t ∗ ) = p}.
Corollary 1 justifies the constraint in CSP that each user u holds the same pseudonym at both end
points in Section 3.2.
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